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• Is there a precedent for this concept? 
• What should the non-linearity         be? 
• What set of deformations        can we use? 
• Can we make this computationally tractable? 
• Can we generalize this concept?
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Figure 6. Our HOG detectors cue mainly on silhouette contours (especially the head, shoulders and feet). The most active blocks are
centred on the image background just outside the contour. (a) The average gradient image over the training examples. (b) Each “pixel”
shows the maximum positive SVM weight in the block centred on the pixel. (c) Likewise for the negative SVM weights. (d) A test image.
(e) It’s computed R-HOG descriptor. (f,g) The R-HOG descriptor weighted by respectively the positive and the negative SVM weights.

results are insensitive to ϵ’s value over a large range.

Centre-surround normalization. We also investigated an
alternative centre-surround style cell normalization scheme,
in which the image is tiled with a grid of cells and for
each cell the total energy in the cell and its surrounding re-
gion (summed over orientations and pooled using Gaussian
weighting) is used to normalize the cell. However as fig. 4(c)
(“window norm”) shows, this decreases performance relative
to the corresponding block based scheme (by 2% at 10−4

FPPW, for pooling with σ=1 cell widths). One reason is
that there are no longer any overlapping blocks so each cell
is coded only once in the final descriptor. Including several
normalizations for each cell based on different pooling scales
σ provides no perceptible change in performance, so it seems
that it is the existence of several pooling regions with differ-
ent spatial offsets relative to the cell that is important here,
not the pooling scale.

To clarify this point, consider the R-HOG detector with
overlapping blocks. The coefficients of the trained linear
SVM give a measure of how much weight each cell of each
block can have in the final discrimination decision. Close ex-
amination of fig. 6(b,f) shows that the most important cells
are the ones that typically contain major human contours (es-
pecially the head and shoulders and the feet), normalized
w.r.t. blocks lying outside the contour. In other words —
despite the complex, cluttered backgrounds that are com-
mon in our training set — the detector cues mainly on the
contrast of silhouette contours against the background, not
on internal edges or on silhouette contours against the fore-
ground. Patterned clothing and pose variations may make
internal regions unreliable as cues, or foreground-to-contour
transitions may be confused by smooth shading and shad-
owing effects. Similarly, fig. 6(c,g) illustrate that gradients
inside the person (especially vertical ones) typically count as
negative cues, presumably because this suppresses false pos-

itives in which long vertical lines trigger vertical head and
leg cells.

6.5 Detector Window and Context
Our 64×128 detection window includes about 16 pixels

of margin around the person on all four sides. Fig. 4(e)
shows that this border provides a significant amount of con-
text that helps detection. Decreasing it from 16 to 8 pixels
(48×112 detection window) decreases performance by 4%
at 10−4 FPPW. Keeping a 64×128 window but increasing
the person size within it (again decreasing the border) causes
a similar loss of performance, even though the resolution of
the person is actually increased.

6.6 Classifier
By default we use a soft (C=0.01) linear SVM trained

with SVMLight [10] (slightly modified to reduce memory
usage for problems with large dense descriptor vectors). Us-
ing a Gaussian kernel SVM increases performance by about
3% at 10−4 FPPW at the cost of a much higher run time.

6.7 Discussion
Overall, there are several notable findings in this work.

The fact that HOG greatly out-performs wavelets and that
any significant degree of smoothing before calculating gra-
dients damages the HOG results emphasizes that much of
the available image information is from abrupt edges at fine
scales, and that blurring this in the hope of reducing the sen-
sitivity to spatial position is a mistake. Instead, gradients
should be calculated at the finest available scale in the cur-
rent pyramid layer, rectified or used for orientation voting,
and only then blurred spatially. Given this, relatively coarse
spatial quantization suffices (6–8 pixel wide cells / one limb
width). On the other hand, at least for human detection, it
pays to sample orientation rather finely: both wavelets and
shape contexts lose out significantly here.

Secondly, strong local contrast normalization is essen-
tial for good results, and traditional centre-surround style
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• Recent work has demonstrated the importance of selecting 
the “correct” margin to maximize (most often not Euclidean).  
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the proposed method overcomes what seems to be a fundamental limitation of the SVMs
and subsequently yield improvements in the same supervised setting. In addition, the for-
mulations derived in this paper are convex, can be efficiently solved and admit some useful
generalization bounds.

Notation Boldface letters indicate vectors/matrices. For two vectors u ∈ Rm and v ∈ Rm,
u ≤ v indicates that ui ≤ vi for all i from 1 to m. 1, 0 and I denote the vectors of all ones,
all zeros and the identity matrix respectively. Their dimensions are clear from the context.
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Figure 1: Top: As the data is scaled along the x-axis, the SVM solution (red or dark shade)
deviates from the maximum relative margin solution (green or light shade). Bottom: The
projections of the examples in the top row on the real line for the SVM solution (red or
dark shade) and the proposed classifier (green or light shade) in each case.

2 Motivation with a two dimensional example

Let us start with a simple two dimensional toy dataset to illustrate a problem with the
SVM solution. Consider the binary classification example shown in the top row of Figure
1 where squares denote examples from one class and triangles denote examples from the
other class. Consider the leftmost plot in the top row of Figure 1. One possible decision
boundary separating the two classes is shown in green (or light shade). The solution shown
in red (or dark shade) is the SVM estimate; it achieves the largest margin possible while
still separating both the classes. Is this necessarily “the best” solution?

Let us now consider the same set of points after scaling the x-axis in the second and the
third plots. With progressive scaling, the SVM increasingly deviates from the green solution,
clearly indicating that the SVM decision boundary is sensitive to affine transformations of
the data and produces a family of different solutions as a result. This sensitivity to scaling
and affine transformations is worrisome. If there is a best and a worst solution in the family
of SVM estimates, there is always the possibility that an adversary exploits this scaling such
that the SVM solution we recover is poor. Meanwhile, an algorithm producing the green
decision boundary remains resilient to such adversarial scalings.

In the previous example, a direction with a small spread in the data produced a good
discriminator. Merely finding a large margin solution, on the other hand, does not recover
the best possible discriminator. This particular weakness in large margin estimation has
only received limited attention in previous work. In the above example, suppose each class is
generated from a one dimensional distribution on a line with the two classes on two parallel
lines. In this case, the green decision boundary should obtain zero test error even if it is
estimated from a finite number of samples. However, for finite training data, the SVM
solution will make errors and will do so increasingly as the data is scaled along the x-axis.
Using kernels and nonlinear mappings may help in some cases but might also exacerbate
such problems. Similarly, simple prepossessing of the data (affine “whitening” to make the
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Reproduced from Shivaswamy and Jebara, NIPS 2008. 
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• Weighting         matrix is intrinsically a weight/prior on a 
quadratic kernel support vector machine.  
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Filter Bank

In the Pursuit of Effective Affective Computing:
Are Features Necessary?

Abstract— All facial expression recognition systems require
some geometric alignment of the face intensity image before
the classification process can occur. Ideally, one would attempt
to perform a “dense” alignment, where a large number (e.g.,
60-70) of fiducial points on the face image are accurately
detected with high accuracy. Up until recently, this type of
dense alignment, however, has been problematic due to poor
reliability and robustness. Instead, many expression detection
methods have relied on a two tier strategy of: (i) employing
a “coarse” alignment where only a few (e.g., 3-4) points on
the face are detected with relatively poor accuracy but high
reliability and robustness, and (ii) using a feature/descriptor
based representation of the coarsely registered image such as
Histogram of Orientated Gradients (HOG) or Gabor magni-
tudes. Recently, however, a number of new algorithms for face
alignment have demonstrated both dense alignment with high
reliability and accuracy (e.g. Constrained Local Models), which
begs the question: what do these features do that standard
pixel representations do not? In this paper we show that when
close to perfect alignment is obtained, there is no real benefit
in employing these different appearance-based representations
in consistent conditions. However, we show that when there is
misalignment these features do work well by encoding robustess
to alignment error. For this work, we compared two automatic
approaches to dense face alignment, subject-dependent (i.e.
active appearance models (AAMs)) vs subject-independent (i.e.
Constrained Local Model (CLM)) and conducted a battery of
experiments across various datasets (i.e. CK+, Pain, RUFACS
and GEMEP) to quantify these effects.

I. INTRODUCTION
Research into affective computing has been very active

over the past decade, mainly due to the vast number of appli-
cations in which it could be useful in (i.e. marketing, human-
computer-interaction, health-care, security, behavioral sci-
ence, car safety etc.). The main goal of this research is
to have a computer system being able to automatically
detect/infer the emotional state of any person based on
various modes (i.e. face, voice, body, actions) in real-time.

The majority of this work has centered on the task of facial
expression detection, mostly by way of individual action unit
(AU) detection. The popular approach to this has been to
first locate and track a person’s face and facial features,
derive a feature representation of the face and then classify
whether or not a frame contains the AU of interest or not
(see Figure 1). In terms of face alignment, this can be done
either coarsely through tracking a couple of key features (i.e.
Viola & Jones [1] type approach where the face and eyes are
tracked) or highly accurately via a deformable model type
approach where a dense mesh of 60-70 points on the face is
used. The latter is desired due to this accuracy in addition
to their ability to infer the 3D pose parameters (i.e. pitch,
yaw and roll) and features (i.e. synthesize frontal view),
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Fig. 1. Visualization of Gabor filter banks in spatial and Fourier domains. The above figure shows individual Gabor filters stemming
from a 4x4 coverage of the spectrum, with each individual filter corresponding to a different orientation and scale. Row 1: Frequency
domain Gabor filters. Row 2: Spatial domain Even filters. Row 3: Spatial domain Odd filters.

referred to as Parseval’s relation which states that,

xT
i xj = x̂T

i x̂j⇥i, j (12)

given that we assume our complex 2D-DFT basis F is or-
thonormal. Based on this formulation learning a linear SVM
in the spatial or Fourier domain should be identical.

5 RE-INTERPRETING LINEAR FILTERS
Taking the results from Sections 3 and 4 it is possible to
re-interpret the learning of an SVM with concatenated filter
responses zi in the spatial domain as being equivalent to
learning the support weight vector � in the dual problem,

max
0⇥�i⇥C

l⇤

i=1

�i �
1
2

l⇤

i=1

l⇤

j=1

�i�jyiyjx̂T
i Sx̂j (13)

subject to
l⇤

i=1

yi�i = 0

where x̂i is the 2D-DFT of the vectorized training image xi

and S is the diagonal weighting matrix of filters estimated in
Equation 8. Equivalently, one can view the prime problem as,

min
ŵ

1
2
ŵTS�1ŵ + C

l⇤

i=1

[1� yiŵT x̂i]+ (14)

where we can now view the SVM as attempting to maximize
the weighted Euclidean distance margin, inversely proportional
to ŵTS�1ŵ, in a N dimensional Fourier space. This is in
contrast to the canonical viewpoint that attempts to maximize
the Euclidean distance margin for an SVM in a NM dimen-
sional spatial filter response space. A major disadvantage to
the latter viewpoint is that memory storage and computational
cost are directly linked to the number of filter banks M
being employed. In our new viewpoint the matrix S can be
pre-computed before learning, making the equivalent learning
process now independent of M . It is interesting to note that in

Equation 14 we are only manipulating the margin term, while
the form of the hinge error term remains the same.

5.1 Training with Complex Vectors
One problem, however, with our proposed computationally
efficient approach to learning a Gabor filtered linear SVM
is that learning has to occur in the Fourier rather than the
spatial domain. This means that an SVM has to be learnt
using complex (real and imaginary) vectors rather than just
real vectors obtained from the spatial image domain. At first
glance learning an SVM with complex Fourier vectors may
seem problematic and require SVM software specifically for
learning in the Fourier domain as: (i) in general the inner prod-
uct between two complex vectors is itself a complex number,
and (ii) most existing SVM packages (e.g., LibSVM [16]) can
handle only real vectors during training.
Fortunately, the first problem can be automatically circum-

vented through Parseval’s relation which guarantees that the
inner product in the Fourier domain is equivalent to the inner
product in the spatial domain. Since the spatial images are all
real, then the inner product in the Fourier domain must also
be real. The second problem can also be easily circumvented
through the realization that for any two Fourier complex
vectors x̂i and x̂j derived from spatial signals/images xi

and xj respectively the following equivalence holds,

x̂T
i x̂j =

�
Re{x̂i}
Im{x̂i}

⇥T �
Re{x̂j}
Im{x̂j}

⇥
(15)

a proof of this equivalence can be found in the Appendix.
Based on this equivalence one can replace any N dimensional
complex Fourier vector, equivalently, with a 2N dimensional
real vector where the real and imaginary components have
been concatenated into a single vector. Since the inner products
will be identical, according to the dual of the SVM objective
function, the estimated support weights should be identical.
This equivalence greatly simplifies the learning of the linear
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Figure 3.2: AFERS at various states. Row-wise from top-left to bottom-right:
Initial display, neutral, joy, disgust, surprise, contempt.

(a) (b) (c)

(a) (b)

(d)

Monday, September 27, 2010

Fig. 1: Most facial expression systems (a) align the face and
facial features (i.e. either coarse registration (i.e. face and eyes)
or deformable models using dense mesh (i.e. subject-dependent
approach (AAM) or subject-independent approach (CLM). After
tracking, an image of the face is obtained and this image may
or may not be post-processed (b) (e.g. Gabor filter bank) to
gain a feature representation (c). These features are then used for
classifcation (d).

which is ideal in situations where there is a lot of head
movement, especially out-of-plane head rotations. Subject-
dependent active appearance models (AAMs) [2], [3] have
been widely used in this field [4], [5], [6], [7] for those
reasons but this approach requires manual labeling of key
frames of the target sequence (up to 5% of frames). For
applications where manually labeling frames is prohibitive
(e.g. marketing, security/law enforcement, health-care and
HCI), a more generic or subject-independent face alignment
approach is required. One such approach is the constrained
local model (CLM) method developed by Saragih et al. [8].
The CLM leverages the generalization capacity of local patch
experts and the constraint over joint deformation provided by
a point distribution model (PDM). It is similar to AAMs in
the fact that it tracks a dense mesh of points on the face that
produce both shape and appearance features, but through the
utilization of these patches it has been shown to work well
for the subject-independent case (i.e. unseen subjects).

Once the face has been tracked, the normal convention is
to apply a bank of filters, followed by a rectification step,
contrast normalization, and then a pooling/subsampling strat-
egy. For example, the popular Histogram of Orientated Gra-
dients (HOG) [9], [10], [11], [12], and Gabor magnitude [11],
[12], [13] descriptors readily fit into this parametric form.
These features have been widely used due to their biological
relevance, their ability to encode edges and texture, and their
invariance to illumination. An inherent problem with this
method is the large memory and computational overheads
required for training and testing these filter banks. Other
than cases where their is extreme illumination variation,
which is unlikely for the vast majority of applications of this
technology at the moment (i.e. the environment should be
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In the Pursuit of Effective Affective Computing:
Are Features Necessary?

Abstract— All facial expression recognition systems require
some geometric alignment of the face intensity image before
the classification process can occur. Ideally, one would attempt
to perform a “dense” alignment, where a large number (e.g.,
60-70) of fiducial points on the face image are accurately
detected with high accuracy. Up until recently, this type of
dense alignment, however, has been problematic due to poor
reliability and robustness. Instead, many expression detection
methods have relied on a two tier strategy of: (i) employing
a “coarse” alignment where only a few (e.g., 3-4) points on
the face are detected with relatively poor accuracy but high
reliability and robustness, and (ii) using a feature/descriptor
based representation of the coarsely registered image such as
Histogram of Orientated Gradients (HOG) or Gabor magni-
tudes. Recently, however, a number of new algorithms for face
alignment have demonstrated both dense alignment with high
reliability and accuracy (e.g. Constrained Local Models), which
begs the question: what do these features do that standard
pixel representations do not? In this paper we show that when
close to perfect alignment is obtained, there is no real benefit
in employing these different appearance-based representations
in consistent conditions. However, we show that when there is
misalignment these features do work well by encoding robustess
to alignment error. For this work, we compared two automatic
approaches to dense face alignment, subject-dependent (i.e.
active appearance models (AAMs)) vs subject-independent (i.e.
Constrained Local Model (CLM)) and conducted a battery of
experiments across various datasets (i.e. CK+, Pain, RUFACS
and GEMEP) to quantify these effects.

I. INTRODUCTION
Research into affective computing has been very active

over the past decade, mainly due to the vast number of appli-
cations in which it could be useful in (i.e. marketing, human-
computer-interaction, health-care, security, behavioral sci-
ence, car safety etc.). The main goal of this research is
to have a computer system being able to automatically
detect/infer the emotional state of any person based on
various modes (i.e. face, voice, body, actions) in real-time.

The majority of this work has centered on the task of facial
expression detection, mostly by way of individual action unit
(AU) detection. The popular approach to this has been to
first locate and track a person’s face and facial features,
derive a feature representation of the face and then classify
whether or not a frame contains the AU of interest or not
(see Figure 1). In terms of face alignment, this can be done
either coarsely through tracking a couple of key features (i.e.
Viola & Jones [1] type approach where the face and eyes are
tracked) or highly accurately via a deformable model type
approach where a dense mesh of 60-70 points on the face is
used. The latter is desired due to this accuracy in addition
to their ability to infer the 3D pose parameters (i.e. pitch,
yaw and roll) and features (i.e. synthesize frontal view),
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Fig. 1. Visualization of Gabor filter banks in spatial and Fourier domains. The above figure shows individual Gabor filters stemming
from a 4x4 coverage of the spectrum, with each individual filter corresponding to a different orientation and scale. Row 1: Frequency
domain Gabor filters. Row 2: Spatial domain Even filters. Row 3: Spatial domain Odd filters.

referred to as Parseval’s relation which states that,

xT
i xj = x̂T

i x̂j⇥i, j (12)

given that we assume our complex 2D-DFT basis F is or-
thonormal. Based on this formulation learning a linear SVM
in the spatial or Fourier domain should be identical.

5 RE-INTERPRETING LINEAR FILTERS
Taking the results from Sections 3 and 4 it is possible to
re-interpret the learning of an SVM with concatenated filter
responses zi in the spatial domain as being equivalent to
learning the support weight vector � in the dual problem,

max
0⇥�i⇥C

l⇤

i=1

�i �
1
2

l⇤

i=1

l⇤

j=1

�i�jyiyjx̂T
i Sx̂j (13)

subject to
l⇤

i=1

yi�i = 0

where x̂i is the 2D-DFT of the vectorized training image xi

and S is the diagonal weighting matrix of filters estimated in
Equation 8. Equivalently, one can view the prime problem as,

min
ŵ

1
2
ŵTS�1ŵ + C

l⇤

i=1

[1� yiŵT x̂i]+ (14)

where we can now view the SVM as attempting to maximize
the weighted Euclidean distance margin, inversely proportional
to ŵTS�1ŵ, in a N dimensional Fourier space. This is in
contrast to the canonical viewpoint that attempts to maximize
the Euclidean distance margin for an SVM in a NM dimen-
sional spatial filter response space. A major disadvantage to
the latter viewpoint is that memory storage and computational
cost are directly linked to the number of filter banks M
being employed. In our new viewpoint the matrix S can be
pre-computed before learning, making the equivalent learning
process now independent of M . It is interesting to note that in

Equation 14 we are only manipulating the margin term, while
the form of the hinge error term remains the same.

5.1 Training with Complex Vectors
One problem, however, with our proposed computationally
efficient approach to learning a Gabor filtered linear SVM
is that learning has to occur in the Fourier rather than the
spatial domain. This means that an SVM has to be learnt
using complex (real and imaginary) vectors rather than just
real vectors obtained from the spatial image domain. At first
glance learning an SVM with complex Fourier vectors may
seem problematic and require SVM software specifically for
learning in the Fourier domain as: (i) in general the inner prod-
uct between two complex vectors is itself a complex number,
and (ii) most existing SVM packages (e.g., LibSVM [16]) can
handle only real vectors during training.
Fortunately, the first problem can be automatically circum-

vented through Parseval’s relation which guarantees that the
inner product in the Fourier domain is equivalent to the inner
product in the spatial domain. Since the spatial images are all
real, then the inner product in the Fourier domain must also
be real. The second problem can also be easily circumvented
through the realization that for any two Fourier complex
vectors x̂i and x̂j derived from spatial signals/images xi

and xj respectively the following equivalence holds,

x̂T
i x̂j =

�
Re{x̂i}
Im{x̂i}

⇥T �
Re{x̂j}
Im{x̂j}

⇥
(15)

a proof of this equivalence can be found in the Appendix.
Based on this equivalence one can replace any N dimensional
complex Fourier vector, equivalently, with a 2N dimensional
real vector where the real and imaginary components have
been concatenated into a single vector. Since the inner products
will be identical, according to the dual of the SVM objective
function, the estimated support weights should be identical.
This equivalence greatly simplifies the learning of the linear
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Figure 3.2: AFERS at various states. Row-wise from top-left to bottom-right:
Initial display, neutral, joy, disgust, surprise, contempt.

(a) (b) (c)

(a) (b)

(d)

Monday, September 27, 2010

Fig. 1: Most facial expression systems (a) align the face and
facial features (i.e. either coarse registration (i.e. face and eyes)
or deformable models using dense mesh (i.e. subject-dependent
approach (AAM) or subject-independent approach (CLM). After
tracking, an image of the face is obtained and this image may
or may not be post-processed (b) (e.g. Gabor filter bank) to
gain a feature representation (c). These features are then used for
classifcation (d).
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a point distribution model (PDM). It is similar to AAMs in
the fact that it tracks a dense mesh of points on the face that
produce both shape and appearance features, but through the
utilization of these patches it has been shown to work well
for the subject-independent case (i.e. unseen subjects).
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to apply a bank of filters, followed by a rectification step,
contrast normalization, and then a pooling/subsampling strat-
egy. For example, the popular Histogram of Orientated Gra-
dients (HOG) [9], [10], [11], [12], and Gabor magnitude [11],
[12], [13] descriptors readily fit into this parametric form.
These features have been widely used due to their biological
relevance, their ability to encode edges and texture, and their
invariance to illumination. An inherent problem with this
method is the large memory and computational overheads
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form used in this paper are that it: (i) is similar in philosophy to these other
variants, (ii) still o↵ers excellent performance when applied to a variety of clas-
sification tasks, and (iii) has greater flexibility in manipulation, thus leading to
our re-interpretation as a weighted margin within a linear SVM.

Kronecker Form: Manipulation of the form in Equation 2 is limiting due to
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given that ei 2 RD is a vector of zeros with 1 at the i-th element.
Replacing 2D convolution operations (e.g . g ⇤ x) with convolution matrices

(e.g . Gx) and applying Theorem 21 to Equation 2, the response to a single filter
can be written as,
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For two V1-inspired feature maps �(xi) and �(xj), the kernel is defined as
the inner product of the maps,

K(xi,xj) = h�(xi),�(xj)i . (8)

Since the feature maps have a closed form expression, the kernel can be written
explicitly as,
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implies that the rank of S is at most DF . Thus after some
manipulation, the form of V1-inspired features can be rearranged with the filter
and data terms isolated. This suggests that the feature map is only dependent
on the joint response from the filters and blur kernels, and that the weighting
matrix S can be completely precomputed in the absence of data.
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become important in our experiments section (§5). It is more reasonable to com-
pare the classification performance of V1-inspired features to a quadratic kernel
than to (a linear kernel on) raw pixels, since the latter has substantially less
capacity.

Complexity in SVM Training and Prediction: When training an SVM
classifier, we modify Equation 19 to instead use our low dimensional feature
map �̂(x), which yields an optimisation over a lower (K) dimensional ŵ,

min
ŵ,⇠i�0

1

2
ŵ

T
ŵ + C

lX

i=1

⇠i (22)

subject to yiŵ
T �̂(xi) > 1� ⇠i, i = 1 . . . l .

Further to the space-time tradeo↵s of §3, our method also realises a preprocessing-
learning tradeo↵, which has benefits when training large datasets and enumerat-
ing over di↵erent training schemes. We do not, however, have to make that same
tradeo↵ during prediction. By taking advantage of the form of �̂(x) from Equa-
tion 13, we can promote ŵ from a K dimensional space to a DF dimensional
space through w = Uŵ, such that for a vectorised test image xi,

w

T�(xi) ⌘ ŵ

T �̂(xi) (23)

where �(x) is the original feature map of Equation 1.

Uniqueness of Filters: The structured form of the S matrix gives us an insight
into the role of filters in the margin manipulation, specifically the uniqueness of
the filter responses and their joint contribution to the invariant representation.
The matrix S = LL

T can be represented as a concatenation of F ⇥ F sub-
matrices,

LiL
T
j = BM(Gi ⌦Gi)(Gj ⌦Gj)

T
M

T
B

T

= BM(GiG
T
j )⌦ (GiG

T
j )M

T
B

T . (24)

From this form one can see that the role of the individual filters in this form
is not unique since GiAA

�1
G

T
j = GiG

T
j where A is any arbitrary full rank

transform matrix. Further, it is possible to show that the interaction of these
filters GiG

T
j is unique up to a sign ambiguity.3 Finally, it is possible to see

where spatial invariance stems from in the weighting matrix S since for i = j
local phase is lost, and when i 6= j only relative phase is preserved.

5 Experiments

Here we evaluate our methodology on MNIST, Caltech 101 and Cohn Kanade+
datasets to illustrate the applicability of our method to a range of computer

3 Since x⌦x = vec(xxT ) where we know through the SVD that one can recover x up
to a sign. Here we assume x = vec(GiG

T
j ) from Equation 24.
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min
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• Individual filters are not unique:  
• Filter interaction             is unique up to sign ambiguity.  
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space through w = Uŵ, such that for a vectorised test image xi,

w

T�(xi) ⌘ ŵ
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j = BM(Gi ⌦Gi)(Gj ⌦Gj)

T
M

T
B

T

= BM(GiG
T
j )⌦ (GiG

T
j )M

T
B

T . (24)

From this form one can see that the role of the individual filters in this form
is not unique since GiAA

�1
G

T
j = GiG

T
j where A is any arbitrary full rank

transform matrix. Further, it is possible to show that the interaction of these
filters GiG

T
j is unique up to a sign ambiguity.3 Finally, it is possible to see

where spatial invariance stems from in the weighting matrix S since for i = j
local phase is lost, and when i 6= j only relative phase is preserved.

5 Experiments

Here we evaluate our methodology on MNIST, Caltech 101 and Cohn Kanade+
datasets to illustrate the applicability of our method to a range of computer

3 Since x⌦x = vec(xxT ) where we know through the SVD that one can recover x up
to a sign. Here we assume x = vec(GiG

T
j ) from Equation 24.

Bristow and Lucey, ECCV 2012. 

• Filters interaction preserves only relative phase         .   
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Fig. 1. The eigenspectrum of S for a number of filter representations. The ⇠

1
f

distribution suggests a low rank approximation could be found, which preserves
most of the variance in S. The magnified region shows in greater detail the energy
distribution of the largest eigenvalues. The learned filters (using the method of
[10]) have the most compact energy spectrum, followed by the Gabor filters, with
the random filters having the broadest spectrum.

require on the order of 657 GB.We know however, that the joint portion L(x⌦ x)
can be e�ciently computed using the original method of convolutions via,

L(x⌦ x) =

2

64
b ⇤ [(g1 ⇤ x)� (g1 ⇤ x)]

...
b ⇤ [(gF ⇤ x)� (gF ⇤ x)]

3

75 . (18)

By taking this approach, only ⌃̂ and Û ever need be explicitly computed. For
the example above, storing Û of rank K = D will consume only 1.86 GB of
memory.

Computing the feature map of Equation 1 incurs a cost of O(DF logD) oper-
ations and storage O(DF ). Computing the proposed feature map of Equation 17
incurs an added O(KDF ) operations but storage is only O(K) where K ⌧ DF .
Our feature map therefore realises a tradeo↵ between computational complexity
and storage complexity, and results in a representation that is manageable for
large amounts of high dimensional data, and as shown following, tractable in
time when learning an SVM.

4 V1-Inspired Features & SVMs

Support vector machines have seen extensive use in visual classification tasks,
and have proved particularly successful in tasks involving V1-inspired features [4].
Linear SVMs have a number of inherent advantages over kernel SVMs: (i) faster
learning times, (ii) the ability to learn from larger datasets, (iii) low computation

“Eigenspectrum of S”

“throws away
information”
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Fig. 3. A comparison of dimensionality reduction techniques on the Caltech 101
dataset. Performance is measured as average classification accuracy across classes
as a function of descriptor dimensionality. (PCA Matched 100%) PCA loadings
calculated from the entire training set. (Our Method) Dimensionality reduction
using a low rank approximation to S. (PCA Matched 10%) PCA loadings cal-
culated from 10% of the training set, with equal class representation. (PCA
Mismatched) PCA loadings calculated from Cohn Kanade+ dataset. The green
curve shows the variance of S preserved as a function of the rank. A descriptor
of rank D not only models 80% of the variance in the original DF representa-
tion, but achieves similar classification performance. PCA consistently performs
⇠ 4% better, but only in well-matched conditions.

to be recomputed for each new set of data, and the reduction must occur in the
original dimensionality and may not be feasible in time or space.

Equation 17 suggests that the matrix U acts to transform the feature onto
a low rank orthonormal basis which preserves the highest modes of variance -
in essence PCA. The advantages of this approach are twofold: the reduction can
be precomputed in the absence of data and the reduction is based on the filter
components that are likely to be discriminative rather than the observed modes
of deformation specific to each training set. Figure 3 shows the classification
performance of our method as a function of feature length, using the Caltech 101
setup with Gabor filters. A number of PCA schemas are shown for comparison.
PCA Matched (10%) and PCA Mismatched show how PCA fails to generalise
when the data used to calculate the loadings either does not span the full extent
of geometric variability in the training and testing sets, or is from a di↵erent
domain entirely. Our method su↵ers neither of these drawbacks, yet approaches
the performance of PCA with loadings calculated from the full training set (PCA
Matched (100%)).

Cohn Kanade+: Cohn Kanade+ is an expression recognition dataset consisting
of 68-point landmark, broad expression and FACS labels across 123 subjects

“Caltech 101”
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Fig. 2. Average classification performance across all classes of the (a) MNIST,
and (b) Caltech 101 dataset for di↵erent feature descriptor representations. (Pix-
els) raw pixels, (Quadratic) quadratic kernel on raw pixels, (Rank DF Random)
the full S matrix constructed from random filters, (Rank D Gabor) a low rank
approximation to the full S matrix constructed from Gabor filters, (Rank DF
Gabor) the full S matrix constructed from Gabor filters, (State of Art) State of
the Art benchmark for MNIST taken from a survey of 60 algorithms, (Pinto)
the reference method of Pinto [14].

We use 92 Gabor filters at 16 orientations and 6 scales each of size 43⇥ 43,
and a boxcar filter of size 17 ⇥ 17. We preprocess the images by resizing and
cropping each to fit a 150 ⇥ 150 pixel box. We modify our model to include a
downsampling matrix which subsamples each filter response by a factor of 5 (to
a 30⇥ 30 image). Average classification performance is shown in Figure 2(b).

PCA on Responses: To deal with the “curse of dimensionality”, many papers
have been devoted to finding low dimensional approximations to descriptors
using PCA, LDA or nonlinear dimensionality reduction methods [11,18,6]. These
methods have two inherent problems: the reduction is data dependent and needs

“MNIST Dataset”
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Fig. 2. Average classification performance across all classes of the (a) MNIST,
and (b) Caltech 101 dataset for di↵erent feature descriptor representations. (Pix-
els) raw pixels, (Quadratic) quadratic kernel on raw pixels, (Rank DF Random)
the full S matrix constructed from random filters, (Rank D Gabor) a low rank
approximation to the full S matrix constructed from Gabor filters, (Rank DF
Gabor) the full S matrix constructed from Gabor filters, (State of Art) State of
the Art benchmark for MNIST taken from a survey of 60 algorithms, (Pinto)
the reference method of Pinto [14].

We use 92 Gabor filters at 16 orientations and 6 scales each of size 43⇥ 43,
and a boxcar filter of size 17 ⇥ 17. We preprocess the images by resizing and
cropping each to fit a 150 ⇥ 150 pixel box. We modify our model to include a
downsampling matrix which subsamples each filter response by a factor of 5 (to
a 30⇥ 30 image). Average classification performance is shown in Figure 2(b).

PCA on Responses: To deal with the “curse of dimensionality”, many papers
have been devoted to finding low dimensional approximations to descriptors
using PCA, LDA or nonlinear dimensionality reduction methods [11,18,6]. These
methods have two inherent problems: the reduction is data dependent and needs
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Figure 5. Broad expression classification accuracy for di↵erent feature representations as a function of alignment error and
amount of training data. For each feature representation we synthesized 300, 1500, 15000 and 150000 training examples.
The held out examples used for testing always come from an unseen identity. HOG features quickly saturate as the amount
of training data increases. Quadratic features, shown in red, have poor performance with only a small number of synthesized
examples, but converge towards the performance of HOG as the space of geometric variation is better spanned. Quadratic
features appear to improve by roughly 10% per order of magnitude of training data, until saturation.

(a) (b)

Figure 6. The pixel mean of positive examples from the
INRIA training set, (a) only, and (b) with 20 synthesized
warps per example. The mean is virtually the same, sug-
gesting that the synthesized examples are not adding ridig
transforms that could be accounted for by a multi-scale
sliding-window classifier.
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Figure 7. Precision recall for di↵erent detectors on the
INRIA person dataset. HOG performs well and pixels per-
form poorly, as expected. Local second-order interactions
of the pixels (quad) perform surprisingly well, considering
the lack of image prior and contrast normalization. The
added capacity and locality constraints go a long way to
achieving HOG-like performance.
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(a) 0-pixel error

(b) 10-pixel error
Figure 4. Illustrative examples of subjects from the Cohn
Kanade+ dataset with (a) zero registration error, and (b)
10 pixels of registration error.

port equal to the amount of RMS point error (i.e. at
10 pixels error, correlations are collected over 10 ⇥ 10
regions). All training images are 80 ⇥ 80 pixels and
cropped around only the faces. Figure 4 illustrates the
degree of geometric misalignment introduced.

Contrast Normalization: So far we have neglected
to mention contrast normalization, the final stage in
the HOG feature extraction pipeline, and a component
that has traditionally received much attention, partic-
ularly in neuroscience literature [4]. Whilst contrast
normalization is an integral part of HOG features, we
do not believe it plays a significant role in their invari-
ance to geometry. Since our model does not explain
the highly nonlinear process of contrast normalization,
we instead power normalize images in the expression
recognition experiment, and pre-whiten images in the
pedestrian detection experiment.

Learning: The storage requirements of local quadratic
features quickly explode with increasing geometric er-
ror and synthesized examples. At 10 pixels RMS error,
150000 training examples using local quadratic features
takes 715 GB of storage. To train on such a large
amount of data, we implemented a parallel support vec-
tor machine [2] with a dual coordinate descent method
as the main solver [12]. Training on a Xeon server us-
ing 4 cores and 24 GB of RAM took between 1 – 5
days, depending on problem size. We used multiple
machines to grid search parameters and run di↵erent
problem sizes.

Figure 5 shows a breakdown of the results for syn-
thesized sets of geometric variation. Pixels (shown in
shades of green) perform consistently poorly, even with
large amounts of data. HOG features (in blue, and re-
formulation in aqua) consistently perform well. The
performance of HOG saturates after just 1500 training
examples. [23] talk about the saturation of HOG at
length, noting that more data sometimes decreases its
performance.

Local quadratic features (shown in red) have a
marked improvement in performance with increasing
amounts of data (roughly 10% per order of magnitude

of training data). Synthesizing variation used to be
quite popular in some vision circles, particularly face
recognition through the use of AAMs [22], however it
seems to have gone out of fashion in object recognition.
Our results suggest that a model with su�cient capac-
ity could benefit from synthesized data, even on general
object recognition tasks (see Pedestrian Detection).

Only when the dataset contains � 100000 exam-
ples do the local quadratic features begin to model
non-trivial correlations correctly. With 150000 training
samples, local quadratic features perform within 3% of
HOG features.

Pedestrian Detection: We close with an example
showing how the ideas of locality and second-order in-
teractions can be used to learn a pedestrian detector.
We don’t intend to outperform HOG features. Instead
we show that our insights are important for good per-
formance, in contrast with a pixel-based classifier.

We follow a similar setup to our earlier expression
recognition experiment on INRIA person. We gener-
ate synthetic similarity warps of each image, making
sure they remain aligned with respect to translation.
Figure 6 illustrates how the addition of synthesized ex-
amples does not change the dataset mean appreciably
(misalignment would manifest as blur). We train the
SVM on 40,000 positive examples and 80,000 negative
examples, without hard negative mining.

The results are striking. Unsurprisingly, the pixel-
based classifier has high detection error, whilst the
HOG classifier performs well. The local-quadratic clas-
sifier falls between the two, with an equal error rate
of 22%. The improved performance can be attributed
solely to the added classifier capacity and its ties to
correlations within natural image statistics.

8. Discussion

We began the piece on the premise that HOG fea-
tures embody interactions requisite to good recogni-
tion performance. Their popularity and success on
current object recognition benchmarks supports this,
at least empirically. Expanding on the work of [3], we
showed that HOG features can be reformulated as an
a�ne weighting on the margin of a quadratic kernel
SVM. One can take away two messages from this: (i) a
quadratic classifier has su�cient capacity to enable dis-
crimination of visual object classes, and (ii) the actual
image prior is captured by the weighting matrix. We
performed an experiment where classifiers were tasked
with discriminating between “natural” and “noise” im-
ages, and found that the quadratic classifier preserving
only local pixel interactions was able to separate the
two classes, suggesting that the structure of natural im-
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(a) 0-pixel error

(b) 10-pixel error
Figure 4. Illustrative examples of subjects from the Cohn
Kanade+ dataset with (a) zero registration error, and (b)
10 pixels of registration error.

port equal to the amount of RMS point error (i.e. at
10 pixels error, correlations are collected over 10 ⇥ 10
regions). All training images are 80 ⇥ 80 pixels and
cropped around only the faces. Figure 4 illustrates the
degree of geometric misalignment introduced.

Contrast Normalization: So far we have neglected
to mention contrast normalization, the final stage in
the HOG feature extraction pipeline, and a component
that has traditionally received much attention, partic-
ularly in neuroscience literature [4]. Whilst contrast
normalization is an integral part of HOG features, we
do not believe it plays a significant role in their invari-
ance to geometry. Since our model does not explain
the highly nonlinear process of contrast normalization,
we instead power normalize images in the expression
recognition experiment, and pre-whiten images in the
pedestrian detection experiment.

Learning: The storage requirements of local quadratic
features quickly explode with increasing geometric er-
ror and synthesized examples. At 10 pixels RMS error,
150000 training examples using local quadratic features
takes 715 GB of storage. To train on such a large
amount of data, we implemented a parallel support vec-
tor machine [2] with a dual coordinate descent method
as the main solver [12]. Training on a Xeon server us-
ing 4 cores and 24 GB of RAM took between 1 – 5
days, depending on problem size. We used multiple
machines to grid search parameters and run di↵erent
problem sizes.

Figure 5 shows a breakdown of the results for syn-
thesized sets of geometric variation. Pixels (shown in
shades of green) perform consistently poorly, even with
large amounts of data. HOG features (in blue, and re-
formulation in aqua) consistently perform well. The
performance of HOG saturates after just 1500 training
examples. [23] talk about the saturation of HOG at
length, noting that more data sometimes decreases its
performance.

Local quadratic features (shown in red) have a
marked improvement in performance with increasing
amounts of data (roughly 10% per order of magnitude

of training data). Synthesizing variation used to be
quite popular in some vision circles, particularly face
recognition through the use of AAMs [22], however it
seems to have gone out of fashion in object recognition.
Our results suggest that a model with su�cient capac-
ity could benefit from synthesized data, even on general
object recognition tasks (see Pedestrian Detection).

Only when the dataset contains � 100000 exam-
ples do the local quadratic features begin to model
non-trivial correlations correctly. With 150000 training
samples, local quadratic features perform within 3% of
HOG features.

Pedestrian Detection: We close with an example
showing how the ideas of locality and second-order in-
teractions can be used to learn a pedestrian detector.
We don’t intend to outperform HOG features. Instead
we show that our insights are important for good per-
formance, in contrast with a pixel-based classifier.

We follow a similar setup to our earlier expression
recognition experiment on INRIA person. We gener-
ate synthetic similarity warps of each image, making
sure they remain aligned with respect to translation.
Figure 6 illustrates how the addition of synthesized ex-
amples does not change the dataset mean appreciably
(misalignment would manifest as blur). We train the
SVM on 40,000 positive examples and 80,000 negative
examples, without hard negative mining.

The results are striking. Unsurprisingly, the pixel-
based classifier has high detection error, whilst the
HOG classifier performs well. The local-quadratic clas-
sifier falls between the two, with an equal error rate
of 22%. The improved performance can be attributed
solely to the added classifier capacity and its ties to
correlations within natural image statistics.

8. Discussion

We began the piece on the premise that HOG fea-
tures embody interactions requisite to good recogni-
tion performance. Their popularity and success on
current object recognition benchmarks supports this,
at least empirically. Expanding on the work of [3], we
showed that HOG features can be reformulated as an
a�ne weighting on the margin of a quadratic kernel
SVM. One can take away two messages from this: (i) a
quadratic classifier has su�cient capacity to enable dis-
crimination of visual object classes, and (ii) the actual
image prior is captured by the weighting matrix. We
performed an experiment where classifiers were tasked
with discriminating between “natural” and “noise” im-
ages, and found that the quadratic classifier preserving
only local pixel interactions was able to separate the
two classes, suggesting that the structure of natural im-
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Figure 5. Broad expression classification accuracy for di↵erent feature representations as a function of alignment error and
amount of training data. For each feature representation we synthesized 300, 1500, 15000 and 150000 training examples.
The held out examples used for testing always come from an unseen identity. HOG features quickly saturate as the amount
of training data increases. Quadratic features, shown in red, have poor performance with only a small number of synthesized
examples, but converge towards the performance of HOG as the space of geometric variation is better spanned. Quadratic
features appear to improve by roughly 10% per order of magnitude of training data, until saturation.

(a) (b)

Figure 6. The pixel mean of positive examples from the
INRIA training set, (a) only, and (b) with 20 synthesized
warps per example. The mean is virtually the same, sug-
gesting that the synthesized examples are not adding ridig
transforms that could be accounted for by a multi-scale
sliding-window classifier.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

recall

p
re

ci
si

o
n

 

 

HOG

pixels

quad

Figure 7. Precision recall for di↵erent detectors on the
INRIA person dataset. HOG performs well and pixels per-
form poorly, as expected. Local second-order interactions
of the pixels (quad) perform surprisingly well, considering
the lack of image prior and contrast normalization. The
added capacity and locality constraints go a long way to
achieving HOG-like performance.
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(a) (b) (c) (d)

(e) (f) (g)

Figure 8. Visualisations of HOG and local quadratic classifiers on the INRIA person dataset. (a) A sample image from
the set and its equivalent representation in (b) HOG space, and (e) local quadratic space. Lighter shades represent strong
edges and correlations respectively. The positive training set mean in (c) HOG space and (f) local quadratic space. Positive
weights of the final classifiers in (d) HOG space and (g) local quadratic space. In both HOG and local quadratic space,
the visualization of individual images shows significant extraneous informative, however the final classifiers are clearer.
Interpreting the local quadratic classifier in (g) is di�cult since the correlations cannot be interpreted as edges, however the
distribution of positive weights is similar to HOG, especially around the head and shoulders and between the legs.

ages can be exploited by local second-order statistics.
Armed with only these principles, we set out to discover
whether it was possible to learn an accurate classifier in
a controlled expression recognition setting, and quan-
tify how much data was required for varying amounts
of geometric misalignment. Figure 5 illustrates that
with enough synthesized data, a local quadratic clas-
sifier can learn non-trivial pixel interactions necessary
for predicting expressions. Finally, we applied these in-
sights to a pedestrian detection task, and show in Fig-
ure 7 that a significant fraction of HOG’s performance
can be attributed to preserving local second-order pix-
els interactions, and not the image specific prior (i.e.
edges) that it encodes. Inspecting the local quadratic
classifier visualization from Figure 8, one can see that
emphasis (strong positive support weights represented
by lighter shades) is placed on the object boundaries -
specifically around the head and shoulders and between
the legs - just as HOG does.

9. Conclusions

Linear SVMs trained on HOG features have per-
vaded many visual perception tasks. We hypothesized
that preserving local second-order interactions are at
the heart of their success. This is motivated by similar
findings within the human visual system. With these
simple assumptions combined with large amounts of
training data, it is possible to learn a classifier that per-
forms well on a constrained expression recognition task,
and within ballpark figures of a HOG-based classifier
tailored specifically to an image prior on a pedestrian
detection experiment. As the size of datasets contin-
ues to grow, we will be able to rely less and less on
prior assumptions, and instead let data drive the mod-
els we use. Local second-order interactions are one of
the simplest encoders of natural image statistics that
ensure such models have the capacity to make informed
predictions.
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